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BACKGROUND

In August 1986, the National Security
Agency, the National Bureau of Standards, the
Defense Communications Agency, and tyelva
communications and computer corporations
initiated a special project called the Secure
Data Network System (SDNS). This innovative
research program focuses on designing the
next generation of secure computer
communications network and product
specifications to be implemented for
applications with public and private data
networks. This paper will address the
rationale and programmatic decisions for the
SDNS project. The next four papers cover
details of the actual architecture, services,
protocols, and products.

INTRODUCTION

The explosive and unprecedented growth
of computer-generated information in the free
world, accompanied by rapid advances in
telecommunications and data processing
technology, has ushered in the Information
Age in our society. The 1980s have seen this
virtual explosion in the volume of
information processed through public and
government communications and computer
systems. Unfortunately, this growth has not
been met with a commensurate increase in the
application of Information Security (INFOSEC)
countermeasures to protect data
communications. The Soviets and other
nations, as well as terrorist and criminal
elements have the capability to exploit this
lack of security to the detriment of U.S.
national interests. Exploitation of our
communications by other countries may :
threaten the advantage of a U.S. industrial
high technology base which has traditionally
given us the competitive edge needed to
succeed in international world markets. 1In a
free society, it is impossible to control the
flow of information -- even information which
individually or collectively could have an
adverse impact on the national interest.

There has been a long standing and
effective partnership between the Government
and private industry in meeting the national
security needs of the United States. To
implement its national security-related
policies, the Government relies on industry
for research and development, design,
testing, manufacturing, installation, and
often operation or maintenance of
communications systems. Within the framework
of the SDNS Program, Government and industry
are joining resources and expertise to make
available in the marketplace a large
selection of INFOSEC products for protecting
both classified and unclassified information
for the DoD, civil, and private sector. The
program goal is to make INFOSEC, by virtue of
economics and transparency, attractive to a

large potential user base. With the
proliferation of information security, it
may be possible to successfully deprive our
adversaries and unauthorized entities of our
valuable information resources.

PROGRAM GOALS

As a result, the basic problem becomes
one of finding cost-effective approaches to
adding security to existing communications
systems and networks. The major thrust of
our SDNS strategy is to assist and encourage
industry in developing a wide ety o
INFOSEC products and systems to be made
dvailable in the marEe%pIace at a cost and
TeVeT of uger friendliness to &qually
ENcourage widespread use of these products.
To implement this general strategy, we agreed
on four specific objectives. The first was
that the companies involved early in the
program would be creating specifications that
could be used eventually by all companies
developing products in NSA's Commercial
COMSEC Endorsement Program (CCEP). A second
decision was to make use of the International
Standard Organization's Open Systems
Interconnection (0SI) model and to
concentrate our efforts on the emerging OSI
protocols. Since one of the objectives of
the OSI reference model is to permit the
interconnection of heterogeneous computer
communications systems, it is a natural
choice for our selection to permit secure
interconnection of communication systems that
already have achieved communications
interoperability. The third goal was to
develop a complete security architecture for
the link, network, transport, and application
layers of the OSI reference model. The
fourth goal was to demonstrate the
feasibility of the technology and the cost
effectiveness of the concepts.

SYSTEM CAPABILITY

SDNS describes the environment within
which designers may provide users with the
capability of transmitting data securely over
a variety of communications networks. A
user, in conjunction with a cognizant
security administrator, can specify
requirements from a range of security
services and levels of assurance. Security
policies are enforced by the system
components and along with doctrine provide
the level of assurance required for the
specific environment.

Confidentiality of communications is
assured by the use of government provided,
high-grade, cryptographic algorithms for data
encryption and traffic key generation.
Adherence to applicable INFOSEC doctrine,
criteria, guidelines, and good engineering
practices in the design and implementation of
the secure communication components will




agssure a successful security evaluation and
subsequent endorsement of the products.
State-of-the-art key management techniques
will minimize the burden associated with
generation, distribution, accounting, and
control of classified key in physical form.
Key material required for initializing SDNS
products will be centrally generated and
distributed to users. -Once initialized,
secure communications components will
independently establish traffic encryption
keys over the network. The key management
components will also support electronic
rekeying of the secure communications
components and the process of compromise
reporting, evaluation, and recovery.

The SDNS concept requires inter-
operability of secure communications
components supplied by multiple vendors if
the same services are implemented at the same
protocol layer. Protocol specifications will
ensure that interopera ty of supplied SDNS
services exists.

* Each vendor can provide security
features beyond the minimum required set to
be incorporated in an SDNS product. Secure
communications components may exist as stand-
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their perception of user needs. SDNS will
not preclude the users selecting various
hosts, communications networks, and
communications services for security
implementation. This permits a wide range of
security products certified under the
auspices of SDNS, but otherwise tightly
coupled to and integrated with a particular
host architecture, communications network or
communications service if they conform to the
OSI architecture. '

Two types of SDNS equipment will be
designed: the first type (Type I) will be
aimed at Government classified and sensitive
unclassified national security information,
and the second type (Type II) will be used
for unclassified applications in the
Government as well as in the private sector.
Users and system managers will be able to
specify their communications and security
needs. It will be possible for users to
select security services dependent upon the
application, communications services that are
needed, and the degree of interoperability
desired. We expect that there will be a
nunber of SDNS products tailored to specific
communications and security service
requirements. Components providing a common
set of services will interoperate when SDNS
protocols, requirements, and specifications
are satisfied.

' There will also be an SDNS
infrastructure that contains a documented
body of knowledge that will be needed by the
people who design, build, operate, and use
SDNS. Doctrine, procedures, guidelines, and
specifications that document security
management functions and activities are
included in the infrastructure.

PROGRAM IMPLEMENTATION

Since August 1986, the SDNS Program has
been progressing under a three-phase
approach. The first phase included the
development of the overall concepts,
services, architecture, and key management
techniques. Because of the large number of
Government and industry participants, several
working groups were formed to concentrate
expertise on specific problems. The Protocol
Working Group focused on defining the
services and the protocols. The Access
Control Working Group developed a methodology
for distributing access control approval at
the communication end points. Using the DoD
Trusted Computer System Evaluation Criteria
known as the "Orange Book", the INFOSEC
Working Group studied the SDNS concepts and
protocols to develop the appropriate criteria
for which the SDNS devices will be evaluated
against. The Key Management Working Group
defined the requirements for the public key
based system that SDNS will use.

For this first phase, in addition to the
participants from NBS and DCA, NSA awarded
contracts to Analytics; AT&T; Bolt Beranek
and Newman (BBN); Digital Equipment
Corporation (DEC); GTE; Honeywell; Hughes;
IBM; Motorola; Unisys; Wang; and Xerox. In
Phase I, the first task was the development
of a broad communications security
architecture, i.e., the set of guidelines,
constraints, and rules to implement secure
communications over public and private data
communications networks. A range of threats
to data communications, a range of

.environments that the architecture will be
applied, and a general communications
architecture were all factors in the
development of the security architecture.
The OSI reference model is the communications
model used to establish a framework for
coordinating the development of the security
architecture services and related elements,
which would be applied appropriately in the
circumstances for which protection is
required.

After definition of the architecture and
services, the Protocol Working Group
emphasized the development of end-to-end
encryption protocols at layers 3 and 4 as
well as electronic mail services compatible
with X.400 at layer 7. Because a market
exists for SDNS products at layers 2, 3, and
4, we decided that a key management protocol
that could service these three layers was
needed. This led to the definition of a key
management protocol as an applications entity
existing at layer 7 in the OSI model.

As of August 1987, the first phase of
the SDNS program has been completed. The
architecture and protocol specifications have
been drafted as have been the key management
and access control pPlanning documents. The
program is now in a development, testing, and
validation phase and is beginning to focus on
writing the protocols and developing the
INFOSEC products that will merge COMPUSEC and
COMSEC technology.




Since the protocol specifications will
eventually be made available to vendors
developing INPOSEC products under NSA's CCEP,
this phase will serve to test both the .
specifications themselves and the operational
characteristics of the security protocols on
communications networks. The original
concept of combining security protocols with
off-the-shelf network and transport protocols
will be proven. An added benefit to be
gained from this phase is the demonstration
to both potential vendors and users that
interoperability of multi-sourced INFOSEC
products is possible.

During the communications testing and
interoperability testing to be conducted next
year, we expect to add substantial detail to
the protocol and interoperability
specifications. This is expected to make it
easier for companies that follow to build
interoperable hardware.

CONCLUSION

While the SDNS Program has recently
completed its first phase, it is still a
research project several years from providing
actual hardware capable of protecting our
nation's data information. It has, however,
offered twelve companies an opportunity to
work together, and with DCA, NBS, and NSA, to
influence the next generation of INFOSEC
products. With the rapid proliferation of
data communications and the ease of access
into networks that are growing daily, we must
preserve our military, scientific, and
technological edge. .We must take whatever
steps are necessary -- before a system
becomes operational -- to provide the United
States the means for ubiquitous data security
that is so badly needed.
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SDNS PRODUCTS IN THE TYPE II ENVIRONMENT
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ABSTRACT

This paper explores igééis which arise in
applying SDNS security technology to answer the

Type Il market’s need to secure commercial and
Government unclassified sensitive information
transmitted across data networks. The Type II
environment has a number of fundamental
characteristics and requirements which
differentiate it from the Type I (Government
classified) environment. Some of these
characteristics simplify issues which arise in the
Type I environment, or allow enhanced

functionality to be offered, but others introduce
new and difficult challenges which must be
addressed.
of communications security for the Type II
environment and considers the role that SDNS can
play in satisfying that environment’s needs.

CHARACTERIZING THE ENVIRONMENT

The potential market for Type II SDNS
compcnents can be divided into several categories:
DoD unclassified users, civilian Government
agencies and departments, Government contractors,
and the broader private sector. In general, the
non=-DoD  community is in a learning phase,
determining needs for information security,
determining communication security’s role in the
overall information security picture, and
identifying appropriate mechanisms to answer those
needs. The requirements of this emerging
marketplace are still evolving.

Organizational characteristics of the Type II
environment introduce new challenges for component
producers. The Type I user community,
particularly in the commercial sector, is not
oriented to accepting security practices which
interfere with operational flexibility. This
places a premium on user-friendly key management.

Potential customers for Type II SDNS technology
use computers with a broad range of vendor-
specific cemmunications protocols. These
protocols are not easily modified to satisfy a
Security system’s needs. This suggests that
security technology needs to be transparent to
vendor protocol characteristics. Customers
evaluate security requirements against stringent
cost/benefit tradecffs, and adoption of security

mechanisms must be justified financially based on

risk assessment. The use of embedded
communications security (COMSEC) technology offers

a significant potential to provide the cost-
effective  security solutions which this
marketplace requires.
ISSUES AND CUSTOMER CONCERNS
Many of the basic tenets of communications

security, its goals, and the context in which it
operates, differ between the classified and
unclassified environments. To cite a few
examples:

L. Relative to the Type I environment,
environment definitions for clearances,
sensitivity levels, sensitivity categories,
and data labeling are less formalized and are

Type II

This paper examines the ramifications

ragmented among larger numbers of
administrations. Clearances assigned by one
organization are not generally transferable
to, or interchangeable with, those of other
organizations. Similarly, sensitivity levels
and category definitions are not generally
interchangeable across organizational
boundaries.

2. The rule-based, administratively-direcred
access control policy associated with the DoD
clearance lattice and enforced by Orange Book
A and B level hosts (mandatory access control,
in TCSEC parlance) is alien to the present
Type II marketplace. In particular, the
commercial market’s security policy needs
differ significantly from classified milicary
needs, as [Clark] has noted. No analog to the
TCSEC hierarchic security levels exists across
the Type II environment. In principle, the
TCSEC non-hierarchic access category concept
could be applied to Type II needs to segragate
trade secret information, proprietary
information, and the 1like, but even this
application is complicated by the issues noted
in 1. above. Therefore, it appears that most
Type II access control will be identity-based,
that is, making decisions as a function of the
authenticated identicies of would-be
accessors, rather than being based on rules
granting access as a function of attributes
(e.g., labels) of data. =

3. Data integrity is emphasized in the Type IIL
environment, even in those contexts (such as
portions of the financial community) which do
not impose data confidentiality requirements.
In those Type II  contexts where data
confidentialicy is required, traffic flow
confidentiality is not generally a concern.

4. 1In the Type II arena, administrators are not
commonly concerned with the prospect that
Trojan horses might leak data out of ctheir

systems into less secure environments. The
absence of this concern facilitates
integration of SDNS functicns within host

computers.

Other issues are common between the Type I
and Type II environments, for example, the
recognized need for authentication, data
integrity, and identity-based access control
services. Authentication is important not only as
a prerequisite to access control, but also as a
service in its own right, providing trustworthy
identification data for use by host computers and
users. In the financial community, in particular,
there is precedent for an authentication service
requirement even in the absence of a
confidentiality requirement; authentication and
data integrity services in this cemmunity have
traditiocnally been provided at the applicaticn
layer, independent of any confidentiality services
which may be provided at lower protocol layers.

In the SDNS architecture,
authentication depends on
the cryprtographic keying
distributed to a component

peer component
attributes bound into
material which is

in order to make it




operational. The decentralized nature of
authority in the Type II environment strongly
suggests that the generation and dissemination of
keying material be decentralized, so that users’
changing attributes can be reflected in a timely

fashion. It is also critical that keying material
be available to Type II customers in a cost-
effective manner. These issues suggest important

technological and policy tradeoffs with regard to
key management services fqr Type II customers.
Acceptance of SDNS security-in this marketplace is
likely to depend on the successful resolution of
these tradeoffs.

Two Type II environment attributes appear
contradictory and this apparent' contradiction
deserves examination. On one hand, some Type II
customers  identify internal threats to their
computing installations (e.g., authorized users
exceeding their authorization and performing
inappropriate actions within a system) as a major
security concern. Despite this fact, trusted
computer system technology has not received major
emphasis in the Type II environment. There ara
several possible explanations for this apparent
dichotomy. In general, the internal trust level
of current commercial products is limited and has
not been a selection criterion driving users to
choose one product instead of another. When
security features are considered, it is often on
the simple basis of their presence or absence,
rather than on their evaluated quality. If a
facility is incorporated into a component, it is
expected to operate correctly and perform its
designed functions. For example, the simple
presence of an access control mechanism might
suffice to satisfy procurement goals, even if the
mechanism’s design or implementation wera
susceptible to malicious subversion. The TCSEC
emphasizes DoD mandatory controls which lack clear
applicability in the wunclassified environment,
This may contribute to user perceptions that
internal computer system trustworthiness is an
issue primarily relevant to the classified arena.
Further, the TCSEC emphasizes disclosure concerns
over data integrity concerns, and the latter are
of primary importance to many Type II customers.

Mechanisms to

protect host computers and

their sensitive data from unauthorized access via
network communications channels are rapidly
becoming important to Type TL customers,

independent of the internal security level of the
hosts being protected. This is especially true
when easily-accessed public or shared networks are
used, but the same mechanisms are often needed for
private networks which carry sensitive data. SDNS
COMSEC components can add security value to public
or private networks, coffering protection against
active wiretapping (ensuring  integrity of
sensitive data) and passive wiretapping (ensuring
confidentiality where required). Moreover, SDNS
components can satisfy network-oriented access
control concerns in a very strong fashion. This
enforcement vehicle for a local administration’s
policies is particularly useful in establishing
protective boundaries around hosts with limited
internal COMPUSEC assurance.

Covert channel bandwidth restriction is not
an important respcnsibility for Type II SDNS
components. Attempts by authorized host users rto
leak information into unsecured communications
facilities do not appear to be a major concern.

Provision of security services on behalf of hosts,
rather than enforcement of isolation between hosts
and networks, is the principal emphasis. As a
specific example, it will be common for SDNS-
secured Type II hosts to communicate not only with
other SDNS-secured hosts, but also with unsecured

hosts. This implies that Type II SDNS components
must accommodate selective applicacien of
encryption, either on an address-driven basis or

on request from an associated host.

DESIGN APPROACHES

Potential customers for Type II SDNS
technology use a broad range of host computers,
which are supplied by a large number of vendors.
In many cases these computers communicate using
vendor-specific protocols at upper protocol
layers, rather than ISO or DoD standards. It does
not appear feasible to standardize means for
integrating SDNS security measures within large
numbers of upper=-layer protocols specific to
individual vendors. Fortunately, many of these
protocols share a common denominator: they operate
atop one of two standard protocols, X.25 (for long
haul networks) and IEEE-802 (for local area
networks) . Transparent security mechanisms
designed for use with these standard protocols can
provide security services for a wide range of
hosts, independent of the protocols employed above
the layer where protection is provided.
Transparency issues include performance and
operational support as well as protocol
compatibility. For minimal performance impact,
flow control information must be reflected across

SDNS components. For minimal operational impace,
status information must also be reflected across
SDNS components. Since covert channel bandwidth

restriction is not an important concern for Type

II SDNS components, it is relatively
straightforward for Type II components to reflect
such information and provide highly transparent
service.

Security functions can be offered in the near
term, using transparent security mechanisms
implemented in standalone SDNS components for
connection between a host computer and its network
interface. An add-on SDNS end-to-end security
"overlay” for a network can be offered in a non-
invasive fashion, imposing minimal disruption on
existing hosts’ operations, as Figure 1
illustrates. Figure 1l(a) shows a group of hosts,
attached to a pair of packet networks which are
linked by a gateway. In Figure 1(b), SDNS
components are added to secure traffic among hosts

A, B, and C; each of these hosts can continue
unsecured communications with host D.

As the Type II marketplace’s security
requirements mature, it will become more likely

for computer system and network component vendors
to offer SDNS-based security provisions, either as
optional features or standard facilities wirhin
commercially marketed systems. The wuse of
embedded COMSEC components and modules can reduce
the incremental cost of procuring security
features within a computer System, assuming that
cost-effective Type II CCEP components become
available. The Type II environment’s limited
concern about Trojan horses facilitatas
integration of embedded  COMSEC, and also
facilitates the use of SDNS facilities to protect
communications services at upper protocol layers.
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SDNS SECURITY OVERLAY FOR NETWORKS

are difficult or impossible
COMSEC components
between host computers

Upper-layer services
to protect with outboard
interposed on interfaces

and their network ports, as illustrated in Figure
2(a). Instead, it is generally necessary to
integrate the COMSEC functions used to protect

upper-layer traffic within a peripheral operating
under host software control, as illustraced in
Figure 2(b).

(a) COMSEC Interposed on Communication Interface

(b) COMSEC Integrated as Peripheral
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Electronic mail is an example of an upper-

layer communications service of major interest to
both Type I and Type II customers. SDNS
protection for electronic mail is implemented
within an application layer wuser agent (UA)
process, which corresponds to an individual human
user wishing to send or receive secure mail.
Electronic mail is transferred on a store-and-

forward basis in which the originator’s and
recipient’s computers need not communicate
directly in real time. As a result, true end-to-

end protection for this traffic cannot be achieved
below the application layer, Application layer
encryption implies that a large amount of control
information, which is present in the headers of
all seven OSI protocol layers, must be transmitted
as plaintext. Type I environment concerns may
dictate that measures be taken to reduce this
channel’s bandwidth (perhaps through use of lower
layer SDNS mechanisms, in addition to application
layer mechanisms). As hosts with enhanced trust
levels become available, the need for such
measures may diminish. In the Type II
environment, however, it is reascrnable to offer
SONS electronic mail security in the near term,
without need for bandwidth restriction measures.

THE PATH AHEAD

SDNS technology has significant potential rto
provide high quality, cost-effective security for
the Type II environment. To realize this
potential, several important prerequisites must be
satisfied, complementing the standardization
activities carried out in SDNS ‘Phase 1. Vendors
and evaluators alike must focus on Type IT
requirements and environmental characteristics,
which differ significantly from those seen in rthe
classified arena. Inexpensive Type II CCEP
modules and components, the essential building
blocks for cost-effective Type II SDNS equipment,
must become available. Keying material must be
available to users in a cost-effective fashion.
Its procedural aspects must not impose
unacceptable burdens on network operations or
administrative structures. If these conditions
are satisfied, SDNS Type II products can offer
valuable protection for unclassified sensitive and
commercial data network traffic at a wide range of
protocel layers. The market appears poised to
grow rapidly if the right products become
available. If the conditions are not satisfied,
it is less likely that Type II SDNS products can
be produced and marketed effectively, and hence

less likely that a qualitative improvement in the
security of a broad range of data network rtraffic
will take place.
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SDNS SERVICES AND ARCHITECTURE
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The Secure Data Network System (SDNS) in-
cludes both support for secure communica-
tions between users and a key management
capability. The major elements in the
System are the Key Management Center (KMC)
and the SDNS terminals, which can be intel-
ligent terminals, workstations or host com-
puters. The SDNS architecture is consis-
tent with the IS0 o0sI communications
architecture and protocols as well as with
the DoD protocel suite. As presently de-
fined, it provides security services at

four layers of the OSI architecture -- link

layer, network layer, transport layer, and
application layer (for electronic mail).
The SDNS program has developed standards
for network, transport and electronic mail
protection; 1link layer standards have been
deferred as not
interoperability across the network. In
addition, protocols have been defined for
key management, including communication of
access control information and negotiation
of communications protocol parameters.

INTRODUCTION

The Secure Data Network System (SDNS) is
intended to provide secure data communica-
tions services to a variety of DoD and com-
mercial users. These services include key
management and system management capability
as well as the encryption, authentication,
and access control of user data. During
the concept definition phase personnel from
eleven contractors, NSA, NBS, and other
government agencies participated in
determining the security services to be of-
fered, the system architecture, system man-
agement and access control requirements and
mechanisms, and the key management and se-
cure communications protocols. This paper
will focus on the protocols and system ar-
chitecture.

SDNS provides security compatible with the
International Standards Organization (ISO)
Reference Model for Open Systems Intercon-
nection (0SI)". Figure 1 shows the O0SI
protocol architecture. SDNS terminals and
the SDNS Key Management System (KMS) com-
municate using OSI protocols. Terminals
may be connected to each other and to the
KMS through local area networks, public or
private data networks or telephone 1links,
as shown in Figure 2. The secure communi-
cations protocols offer encryption services
at application, transport, network or link
layers; the key management and system man-
agement protocols utilize the 0SI manage-
ment approach and are application layer
protocols between . management application

critical for:
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entities. Figure 3 shows the placement of
the SDNS protocols within the OST frame-
work. The security services at each layer
are a subset of the services described in
the SEcurity Addendum to the OSI Reference
Model®.

7 Application

6 Presentation
5 Session

4 Transport

3 Network

2 Data Link

1 Physical ‘

The OSI Protocol Architecture

Figure 1

SDNS Connectiviity

Figure 2
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KEY MANAGEMENT

The heart of SDNS is the Firefly keying
system, which is based on public key en=-
cryption. Each terminal has a unique Fire-
fly key which is bound together with a
non-forgeable certificate. The certificate
identifies the terminal and specifies its
security-relevent characteristics. Two
SDNS terminals desiring to communicate ex-
change certificates and keying information
(the Firefly exchange) and make access con-
trol decisions based on the identifying in-
formation. The exchange generates a traf-
fic key which 1is unique to the two
terminals and which is new for that key ex-
change. If communication is permissible,
the terminals then negotiate the communica-

tions parameters for use of the traffic
key.

The Firefly keys and certificates are is-
sued by the Key Management Center, which
receives key orders and maintains account-
ing information, but is involved in neither
the terminal to terminal communication nor
formation of traffic keys. Initial deliv-
ery of Firefly keying material from the KMC
is physical and consists of either op-
erational key or seed key. These are
similar except that seed key can only be
used for connecting to the KMC for conver-
sion to operational key. Operational keys
are classified at the level of the traffic
which they protect; seed keys are always
unclassified. The KMC also provides an
electronic rekey service for terminal op-
erational keys.

Besides the real-time Firefly exchange be-
tween the terminals, the system also pro-
vides a mechanism whereby a terminal can
provide Firefly keying information ahead of

time (for example, by posting its cer-
tificate and keying information on a bul-
letin board). This can be used by a second
terminal to generate a traffic key for se-
cure electronic mail.

The protocol working group for SDNS has de-
fined a Key Management Protocol (KMP) which
is used for seed key conversion, electronic
rekey, real-time Firefly exchange, and up-
date of terminal traffic keys. This is an
application-layer protocol, designed to be
compatible with the ISO OSI Management Ser-
vices architecture. The communications are
between Key Management Application Entities
(KMAE) in the terminals and in the KMC.
Each KMP transaction includes a Firefly ex-
change between the KMAEs to establish a
traffic key and then a secure exchange of
security-services data using that traffic
key. The successful use of the traffic key
validates the identities of the communicat-
ing devices and tests the key. The ex-
change of security services data in the
real-time key-exchange transaction is used
to convey additional access control-related
information and to determine the parameters
for use of the traffic key in encrypting
user data. The same KMP exchange is used
for generating and validating traffic keys
for the network layer and transport layer
encryption protocols currently defined for
SDNS; it will also be used for link encryp-
tion and other real-time encryption proto-
cols when they are defined. The KMP proto-
col does not support secure electronic mail
keys; these are generated by a different,
non-real-time Firefly exchange, described
in the section of this paper on electronic
mail.

Application layer key management protocols
allow use of a commcn set of management
protocols across all SDNS devices, indepen-
dent of which user services the devices
provide. They also allow the system to
evolve and device manufacturers to add new
user services without impacting their
interoperability with the key management
system.

END-TO-END ENCRYPTION

In packet networks and internets, the term
end-to-end encryption has been used to re-
fer to an encryption scheme that encrypts
user data but provides unencrypted network
headers so that the data can be delivered
through the packet network. This type of
encryption must be above the network proto-
col in the hierarchy, since the network
headers are not encrypted. In order to
provide encryption service in a uniform
manner to a variety of applications, it
should be as low as possible in the proto-
col hierarchy. This kind of argument has
led to encryption protocols at the top of
the network layer (at the internet layer
in the DoD architecture) and at the trans-
port layer of protocol. There is not yet
agreement among network security experts as
to which of these is the more appropriate
choice. DoD projects have primarily
focused on the internet layer; ISO and com-
mercial efforts have been at the transport
layer. The Security Addendum to thz OSI
Reference Model allows either choice.




SDNS has defined network and transport en-
cryption protocols which are consistent
with each other in format and in basic ser-
vices. This consistency will allow SDNS
system developers to implement one or both
of these protocols in an efficient manner.
It will promote greater interoperability of
SDNS systems and will also simplify the
task of security evaluation of these sys-
tems. The SDNS transport protocol, SP4, is
defined 3s an addendum to the ISO Transport
Protocol™. The SDNS network protocol, SP3,
is defined as a sublayer of the network
protocol - which resides directly below the
transport layer.

The SP3 and SP4 protocols have been devel-
oped as part of an ISO protocol suite.
However, the layer interface between the
IS0 transport protocol TP4 4 and
connectionless netwerk protocol CLNP is
similar to the interface between the DoD
protocols TCP and IP, and the service
definitions of CLNP and IP are almost iden-
tical. This leads to the possibility of
SP3 and SP4 implementations which work with
the DoD protocols. These implementations
will be useful in securing the many exist-
ing systems now using TCP and IP.

SP3 and SP4 Services

The services provided by SP (a short term
for either SP3 or SP4) are negotiated by
the KMP protocol before the key is put into
use. Both services and format are fixed
for each traffic key, although SP3 and SP4
each support several options. The basic
services provided by SP are confidentiality
and connectionless integrity, as defined in
the O0SI Security Addendum; either or both
services can be negotiated. In addition,
because the SDNS key exchange provides
pairwise keys, SP also provides source au-
thentication of the protected data units.
SP is an encapsulating protocol; it oper-
ates on a unit of data, and either encrypts
it, provides an integrity check on iz, or
both. SP allows the option of including
additional information with the data in an
SP header, such as. for example, security
labels or network service access point
(NSAP) addresses. All such optional infor-
mation is bound to the data and protected
by the encryption and/or the integrity
check. Figure 4 shows the SP header for-
mat.

SP operation is intended to be very simple,
SO0 as to facilitate any necessary certifi-
cation. SP operates independently on each
unit of data that is encrypted or de-
crypted. It does not include capabilities
for sequencing, acknowledging or
retransmitting data units, although the
transport protocol associated with SP4 or
above SP3 may have this capability. SP re-
lies on the network protocol below it to
provide communications service. TIf SP op-
erates over a connection-oriented network
protocol, it will provide the same quality
of service as the network protocol, but
will not guarantee the sequence integrity,
since it does not protect network layer se-
quencing information.
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Figure 4
SP3 and SP4 provide the same basic security
services with the same encryption
mechanisms, they operate on the same user
data, and they use the same format. They

can interoperate with each- other if compat-
ibleoptions are chosen. Each protocol has
been defined to include a set of compatible
options, and each also includes some addi-
tional capabilities appropriate to the
layer in which it operates.

SP3 Optional Services

In the O0SI architecture, the transport
layer is the lowest layer which is strictly
end-to-end; the network layer can operate
through relays (packet switches or gate-
ways) . When end-to-end encryption is done
at the network layer, as in SP3, there is
an option of terminating the encryption at
a gateway, allowing users of a local area
network to share the cost of encryption de-
vices. Gateway encryption devices also al-
low interoperation through the gateway of
users with different encryption systems if
they use the same communications protocols
(see Figure 5).
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In order to support gateway encryption,
there must be a means of routing the en-
crypted data through the non-secure network
to the gateway which has the encryption
key, as well as a means of routing
unencrypted data to the correct gateway for
encryption. In an internetwork with few
gateways, the routing may be implicit in
the host address, but in general, there can
be several gateways into the same network.
In addition, since the key at a gateway au-
thenticates the gateway but not each host
computer on the network behind the gateway,
there must be some means other than the
Firefly exchange to provide source authen-
tication.

SP3 has the capability, if this service is
negotiated by KMP, of including source and
destination address information in its pro-
tected header. If the destination host is
en a network behind an SP3 gateway, the
unencrypted (black) network header indi-
cates the destination address of the
decryption gateway, and the destination
host address in the SP3 header allows the
gateway to forward the data correctly after
decryption. Similarly, the protected ad-
dress allows an encrypting gateway to indi-
cate the actual source of the data in the
SP3 header and its own address in the black
network header. SP3 gateways can convert
between SP3 with a black network protocol
and a local protocol without encryption, as
shown in Figure s.
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If it is necessary to carry more network
protocol information across a black network
for use in a destination red network, SP3
offers the option of protecting an entire
Connectionless Network Protocol (CLNP)
header. This option simplifies the op-
eration of the SP3 gateways, but requires
SPJ protocols at both gateways and hosts to
include the CLNP functionality.

SP4 Optional Services

SP4 is a part of the transport protocol,
TP. Because of this, it has access to
transport protocol information, such as se-
quence numbers and connection open re-
quests. SP4 has defined some optional ser-
vices which take advantage of its position
in the transport layer. Both SP3 and SP4
allow various keying granularities, includ-
ing per pair of SDNS entities and per NSAP
pair. SP4 also allows a key per transport
connection, which ties the protocol data
units to a specific connection identifier.
When used with the TP4 protocol, SP4 can
provide data stream integrity. The integ-
rity service uses the transport sequence
numbers, which are protected by SP4 and an
added mechanism for gracefully closing the
connection.

ELECTRONIC MAIL ENCRYPTION

The SDNS protocol for secure electronic
mail is angextension of CCITT recommenda-
tion X.4007. This standard defines the
electronic mail service provided by two en-
tities: a mail user agent (UA) and a mail
transfer agent (MTA). The user agent acts
on behalf of a particular user and allows
him or her to generate and receive mail.
The mail transfer agent is responsible for
getting the mail through the network from
user agent to user agent. MTAs can reside
in the same computer systems as UAs or they
can reside in mail relays. Their function
is analogous to the post office. The SDNS
protocol is at the UA sublayer and assunmes
that MTAs may be untrusted. Mail remains
encrypted from user agent to user agent,
through any relays.

The real-time Firefly exchange is not used
for electronic mail. The SDNS mail proto-
col uses a staged Firefly exchange in which
a2 user who wishes to receive secure mail
posts his certificate and some public key-
ing information on a bulletin board or
gives it to a sender in some other way.
The sender uses the posted information
along with his own private information to
construct a traffic key, which is unique to
the sender-receiver pair.

The protocol accomodates multiple address-
ees Dby using a single message key to en-
crypt the message and then using a pairwise
key for each addressee to encrypt both the
message key and an integrity function of
the message. The message header includes
the sender's certificate. It also in-
cludes, for each addressee, the public key-
ing information needed to construct his
pairwise key, and the encrypted key and in-
tegrity check word. Privacy of the message
is protected because only the correct re-
cipients can construct the pairwise keys
and decrypt the message key. The source of
the message is authenticated by the binding
between the sender's certificate and each
pairwise key.




The electronic mail protocol includes an
optional electronic signature. This will
provide the additional service of
non-repudiation, as distinct from source
authentication, allowing the receiver to
prove the identity of a sender to a third
party.

iR

FUTURE SERVICES

The concept definition phase of SDNS has
concentrated on defining interoperability
requirements for the key management ser-
vices, for end-to-end encryption and for
electronic mail. Once the protocols for
these functions are implemented and tested,
it is likely that additional functionality
will be standardized and provided. Link
encryption is the most often used encryp-
tion method and can be included within SDNS
in a reasonably straightforward manner.
Initial standardization was deferred prima=-
rily bécause of the multiplicity of commu-
nications protocols at the link and
physical layers, but also because link en-
cryption is better understoecd than either
end-to-end or electronic mail encryption.
Application or presentation layer encryp-
tion for real-time data transfer is another
likely development. The encapsulation
techniques already designed for mail,
end-to-end-encryption and the KMP service
exchanges can be a useful model for file
encryption. SDNS already allows connection
over a variety of public data networks, lo-
cal area networks and the telephone net-
work; this variety is likely to increase
and perhaps to include ISDN. All of these
expanded capabilities are consistent with
the current SDNS architecture and the lay-
ered OSI protocol approach.
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INTRODUCTION

The Secure Data Network System (SDNS) project is
developing a security architecture within the
Organization of International Standardization's (1S0)
Open Systems Interconnection (OSI) computer network
modeiﬁ]. The security architecture is designed to
provide several security services to the user of an OSI
network(2]. The architecture includes security protocols
between peer entities of the OSI architecture. The SDNS
architecture is designed to satisfy the securitfy
requirements of both classified and unclassified
applications. The cryptographic aIEorithms used for
data confidentiality, integrity and key distribution have
been defined but are not discussed in this paper.

The SDNS project began during the summer of 1986,
Phase |, completed in mid-1987, specified the security
architecture. The SDNS architecture concentrates on the
confidentiality, integrity, identification / authentication,
and access control security services. Non-repudiation is
of secondary interest. SDNS provides security services in
four of the seven layers in the ISO model.

The application layer (layer 7) provides for application
specific access to network services. SDNS examined the
X.400 message handling system (electronic mail). SONS
secure electronic mail provides all four of the major
security services and sender non-repudiation.

The physical layer (layer 1) provides a physical *
connection for the transmission of data by electrically
encoding the data for a specific medium. The SONS
architecture provides for confidentiality at this layer. It
is the only layer in the SONS architecture which provides
traffic flow confidentiality.

The network layer (layer 3) provides message routing
and relaying between interconnected networks and end
systems on the same network. The SONS architecture
provides all four of the major security services at this
layer. Connectionless confidentiality and integrity are
provided. Identification / authentication and access
control are of the end systems. It is the only layer in the
SDNS architecture whic J:rovides for encipherment at
gateways to support "red” networks.

The transport layer {Ia¥er 4) provides reliable,
transparent transfer of data between end systems.
Again, SDNS provides all four of the major security
services at this layer. This paper discusses these security
services and protocol that implements them. The paper
also outlines the requirements for key management.

The Security Protocol at Layer 4 (SP4) was developed by
the SDNS Protocol Working Group. SP4 provides either
connectionless or connection-oriented confidentiality
depending on the cryptographic key granularity.
Likewise, either connectionless or connection-oriented
integrity may be selected. Peer entity authentication
and access control are provided in ¢onjunction with the
key manager. -

The following objectives were established in designing
SP4:

® provide secure end-to-end reliable s-ervice
independent of network technology

® provide confidentiality and integrity
cryptographic protection continuously from one
end system to another

® provide ease of implementation when red/black
separation is required

® support both host-to-host keying and transport
connection keying

® support many cryptographic algorithms

® support many different generic transport
protocols

® minimize changes to existing transport services
and protocols

® minimize the effort, cost and time required to
achieve security certification for classified
applications

® minimize the bandwidth of covert channels (i e
information paths that would allow unprotected
data to exit from an end system) i

® allow implementation within end systems with
varying levels of trust

In order to satisfy the selected set of objectives, an
encapsulation approach was taken . Transport
encapsulation security was coined to denote that
whatever the transport entity produced to send to a
peer transport entity was encapsulated in a security
envelope. This new envelope, called a Secure
Encapsulated Transport Protocol Data Unit, could then
be sent through any network. A simple format was
defined and the required security transformations were
specified. .

KEY MANAGEMENT SUPPORT

The keys provided by the key manager are used by SP4
to provide confidentiality and integrity. Access control
and authentication decisions are made before the key
identifier is delivered to SP4. SP4 enforces these access
control decisions by checking the labels on individual
protocol data units (PDU).

Key Generation

SP4 was designed to be independent of encryption
algorithm and method of key distribution. Either
symmetric or asymmetric algorithms can be used.

SDNS uses SP4 with a symmetric key algorithm. SP4
depends on the key manager to establish and update
traffic keys. The SONS key manager uses public ey
cryptography to generate these traffic keys.




Key Granularity

One of three key granularities is selected when the key is
established: :

® Key per end system NSAP pair. One key protects
all transport connections established between a
pair of transport entities in two end systems.

® Key per end system NSAP pair and security label.
Asyagove witslrstthe addition that the protection
extends to a single security level or range.

® Key per transport connection. One key will be
used to protect each transport connection
independently from ail others. Transport
connections are assumed to be single-level.
Transport connection keying is required for
connection-oriented integrity.

A 5P4 transport entity may simultaneously support any
or all of these key granularities. Security options are
associated with each key identifier; this technique
permits traffic to be protected to varying levels.

Security Option Assaciation

When one of the transport entity pair keying
alternatives is selected, the following attributes may be
associated a key identifier:
® Encryption algorithm
® Confidentiality (encrypt or not)
i

l "
® Message Authentication Code (MAC) length
(incluc?ing none)

® Security label in each protocol data unit (or not)

® Setorrange of security levels which may be
transmitted under the key

If transport connection keying is selected, the following
attributes may be associated with a key identifier:

® Encryption algorithm

® Confidentiality (encrypt or not)

® Message Authentication Code (MAC) length
(including none)

® Security label in each protocol data unit (or not)
® Connection truncation protection (or not)
PROTOCOL AND DATA FORMAT
SP4 povides many security services. This section further
defines these services and discusses how each is
provided. SP4 relies on the ke manager and generic
transportservices; the dependencies will be highlighted.

Protocol Data Unit Format

Figure 1 illustrates the format of the protocol data unit
(PDU) used in SP4. The SE PDU is formed b computing
the message authentication code (MAC)(3] and then
performing encryption.

Four heading fields are transmitted in the clear. The
first field is tﬁe Length Indicator (LI); it simply points to
the beginning of the encrypted information. Second is
the type field; SP4 PDUs always have SE for their type.
Next is the key Identifier (KEY-ID). The key identifier
names the key; including a name permits different
connections to be cryptographically separated on the
network. Finally, the Initial Vector (sometimes called
the Ml) appears. The recipient uses the Initial Vector to
initialize the decryptor; this value permits the PDUs to
be decrypted even if they arrive out of order.

The encrypted header also contains four fileds. The
Security label, Final Sequence Numbers (FSN), and Pad
are optional; only those which are needed are included.
The Ll points to the beginning of the user data. The
security label indicates the sensitivity of the data
contained in the PDU. The FSN gives the final transport
sequence number sent and the ?inal transport sequence
number received. The FSN isincluded in the closing
PDUs of the transport connection. Pad is used when the
encryption algorithm requires the PDU to be a specific
length.

Confidentiality

Confidentiality is the protection of information from
disclosure to unauthorized individ uals, entities, or
processes. Connectionless confidentiality is the

' MACed
1
Clear Header Encrypted Header User Data MAC
t Encrypted l
Clear Header = Ll SE |KeyID| MI
Encrypted Header = L 5:;‘;2:? FSN | Pad

Figure 1. SE PDU Format




protection of a individual PDUs. Connection-oriented
confidentiality is the protection of all PDUs in a
transport connection.

SP4 supplies connection-oriented confidentiality when
transport connection keying is uséd. Otherwise,
connectionless confidentiality is provided.

Connectionless Integrity

Data integrity is the protection of data from alteration
or destruction. Connectionless integrity provides
protection against the modification of a individual
PDUs.

SP4 provides connectioniess integrity by appending a
MAC to the PDU. The MAC aigorithm uses the same key
as the encryptor/ decryptor, so an additional KEY-ID
field is not required to support the MAC. The MAC is
computed on the entire PDU, including the plaintext
header. The MAC is computed befare encryption and
checked following decryption. -

Connection-oriented Integrity

Connection-oriented integrity includes protection
against madification, deletion, insertion, replay (of
single PDUs and entire connections) and reflection.

Protection against madification is is provided as in
connectionless integrity; the MAC provides this
protection.

Protection against insertion is provided by the MAC and
the sequence numbers of the generic transport layer.
These sequence numbers are part of the encapsulated
"user data”. 2

Protection against deletion is provided by the same two
facilities (MAC and transport layer sequence numbers)
plus the final sequence numbers fields on the closing
PDUs. The MAC and transport layer sequence numbers
are sufficient to detect PDU deletions in the middle of
connections. The ISO QSI Transpart Protocol (TP)(4.5] is
vulnerable to deletion of the end of a connection. SP4
includes the final sequence number received and sent on

the closing PDUs to detect this truncation. Truncation is
not prevented; itisdetected.

Protection against PDU replay is obtained if the
sequence numbers do not wrap around under the
connection key. SP4 must obtain a new key from the key
manager shouls the sequence number space be
exhauseted.

SP4 must ensure that each transport connection is
separately keyed. The key manager is responsible for
performing a liveness check as part of key
establishemnt. At connection release, SP4 must also
notify the key manager to destroy the key.

Protection against reflection is provided if the KEY-ID
for transmit and receipt are different. This is
accomplished either by the use of different keys for the
sender and the recipient or by different names for the
same key. '

Table 1 summarizes the division of responsibilities
between generic transport, SP4 and the key manager to
achieve connection-oriented integrity.

Access Control

Access control provides protection against unauthorized
use of the resources accessible via OSIl. Access control is
provided by the key manager. In addition, SP4 provides
support for access control via security label checking.
SP4 discards any PDUs that arrive and decrypt but
contain labels outside the range specified for use with
the key identifier.

Peer Entity Authentication

Peer entity authentication is the verification that a peer
entity in an association is the one claimed. This service
can be provided both during the establishment of a
connection and during the gata transfer phase of a
connection. SP4 does not provide peer entity
authentication at connection establishment. This service
is provided by the key manager.

Protection Generic
Against Transport
Modification --
Deletion Sequence
numbers
Insertion Sequence
numbers
PDU Replay Sequence
numbers
Connection -
Replay
Reflection -

SP4 Key Manager
MAC -
MAC --
MAC & Final -
sequence
numbers
MAC & No --
wrap in
sequence
numbers
== Liveness test
& Key per
connection
- Different Key
IDs in each
direction

Table 1. Connection-orineted Integrity Division of Responsibilities




CONCLUSION

SP4 conforms to the OSI philosophy of putting desirable
services in the lowest layer possible that can achieve the
goals. The host-to-host nature of the transport layer,
the encapsulation strategy, and the separation of the
key management give SP4 security and flexibility. SP4
meets all of it's design objectives.

Since the transport layer is above the network layer, SP4
- passes through routers and relays untouched. This host-
to-host quality, along with encryption, fulfills the
following design objectives:

® provide secure end-to-end reliable service
independent of network technology

® provide confidentiality and integrity
cryptographic protection continuously from one
end system to another

The encapsulation strategy used in SP4 permits it to use
any generic transport protocol inciuding DOD's TCP and
ISO’s TP. Since the encapsulation is done as the last step
in the transport layer, SP4 can be implemented within
the host or within the network front end processor.
When SP4 is implemented in a front end processor, the
security boundary becomes obvious. The encapsulation
technique reduces the covert channel bandwidth by
filling all of the plaintext SP4 heading fields without
influence from the user. Encapsulation fulfills the
following design objectives:

® provide ease of implementation when red/black
separation is required

® support many different generic transport
protocols

® minimize changes to existing transport services
and protocols

® minimize the effort, cost and time required to
achieve security certification for classified
applications

® minimize the bandwidth of covert channels (i.e.,
information paths that would allow unprotected
data to exit from an end system)

® allow implementation within end systems with
varying levels of trust

Separating the key management from the SP4 protocol
fulfills the remaining two objectives:

® support both host-to-host keying and transport
connection keying

® support many cryptographicalgorithms

(1

(2]

(3]

(4]

(5]
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ABSTRACT

This paper addresses the subject of Access
Control within the Secure Data Network System (SONS).
The fundamental elements of the Secure Data
Network System are nonforgeable authentication
information and unique pairwise key. Using these
elements, the system provides five security
services; confidentiality, data integrity, non-
repudiation, authentication and access control.

It is the prerogative of those who establish and
implement a system's security policy to choose

the granularity of access control they wish to
enforce. The enforcement should be consistent
with both the national and local policies governing
a particular environment.

In this paper we discuss access control in the
framework of the International Standards Organiza-
tion's (ISO's) seven layer protocol model. Access
control can occur only between corresponding peers
at different endpoints. An access control model and
its set of corresponding rules are discussed in the
contexts of initial access authorization and con-
tinuous enforcement. Initial access authorization
is accomplished through the process of Peer Access
Authorization while continuous enforcement takes place
by means of the Peer Access Enforcement process.
Both of these processes are discussed in detail.

Security services may be provided in Layers 2,
3, 4 and 7 of the ISO protocol model. In separate
sections we discuss the access control concerns at
each of these layers. These discussions include the
definition of requisite FIREFLY certificate and
Protocol Data Unit information for access control.

1. INTRODUCTION: SDNS AUTHENTICATION AND ACCESS
CONTROL

1.1 OQVERVIEW

This paper, along with others published here, is
based upon the developmental work accomplished within
the Secure Data Network System (SDNS) program under
the auspicies of the C65 Special Projects Office.
This paper addresses access control within SDNS
and, as such, represents a consensus arrived at
within the Access Control Working Group (ACWG).
Other SDNS working groups, such as Key Management,
Protocol and Systems Management address other major
components of SONS. These all have had a direct
influence on the design features of the preliminary
SONS access control concepts that are presented here.

A variety of security services will be available
through SONS components, which will allow end-users
to specify the "amount" of protection required
for their sensitive classified or unclassified data.
The SDNS will include mechanisms to support security
palicies which require a high level of assurance for
mandatory and discretionary access control. Authen-
tication and access control decisions will differ
from domain to domain, based upon the security
policy for a particular domain. SDNS allows for and
supports this requirement. The system will be as
transparent as possible, and have minimum impact on
the reliability of the network.

Access Control decisions in SONS are made by
the end-users attempting to communicate. These
decisions are made in the context of each end-user's
own security policy. The FIREFLY mechanism is an
intrinsic part of key management and distribution
in SONS and is the means by which an end-user
receives information to make access control decisions.
FIREFLY provides the fundamental elements of non-
forgeable authentication information and pairwise
unique key generation for SONS. The SONS Key Manage-
ment System will accommodate provision for a
combination of centralized and decentralized
functions to provide the best security with
minimum impact on user flexibility. Once initialized
the secure components autonomously can establish
traffic encryption keys without further intervention.
FIREFLY certificates are mutually exchanged by
peer entities. Access control is enforced using
the information contained in the FIREFLY certificate.

The ACWG has developed an Access Control model
to provide a framework for the coordination of a
standard set of authentication data and access
control checks which will allow for the inter-
communication between different SONS users/systems
when their national and local policies allow it.
The model, described in subsequent, sections of this
paper, includes a mechanism for continuous access
control enforcement and a four tiered mechanism for
determining initial access authorization.

2. THE MODEL, PAA/PAE AND HOW IT ALL’ WORKS

2.1 INTRODUCTION

Tn this section we describe a four tiered model
developed by the SDNS Access Control Working Group
and the processes of Peer Access Approval (PAA)
and Peer Access Enforcement (PAE). This descriptive
model and its set of supporting PAA/PAE rules
provide a decision process for determining access to
information. The FIREFLY certificate defines inputs
to the decision process. Other inputs to the
decision process (e.g., tables specifying identity
lists to suppart IBAC) are not contained in the
FIREFLY certificate. The construction of the
model in no way implies that all instantiations of
SONS should support it in its entirety.

The SDNS provides two processes for determining
first time or continued access control. Figure 1
is a top level diagram of these two processes.
The first provides access control during the
opening of a cryptographic association between
two peers, called Peer Access Approval (PAA). The
second procedure provides for the enforcement of the
cryptographic association while it is active. This
process is called Peer Access Enforcement (PAE).
Results obtained from the PAA process are passed to
the PAE process through the Enforcement Vector (EV).
The PAA and PAE processes are performed at each end
of the association with each peer enforcing their
respective local security policies.
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GENERAL MODEL

2.2 DESCRIPTION OF PAE, PAA, AND THE ACCESS CONTROL
MODEL
2.2.1 Peer Access Enforcement PAE). The Peer
Access Enforcement (PAE) process is the mechanism
which enforces the access control decision. The
enforcement mechanism comes into play when data is
sent between peer entities. The PAE is by necessity
a high integrity mechanism, and is always involved
in any secure exchange by virtue of acting as a
permission monitor. If the POU is an initiator for
the PAA process (and the creator of an EV) then the
monitor makes some preliminary checks (see Section
2.2.3) prior to starting PAA, If an association
already exists then the monitor determines whether
or not the Tabeled PDU falls within the set of
permissions represented by the EV (generated by
the PAA process). The PDU is either permitted
to pass or not. If an association does not
exist, the monitor will immediately drop into the
PAA process. The PAE is not a negotiation mechanism
but does perform two basic management roles;
association and traffic encryption key (TEK)
management.

Once an association is opened and bound by the
set of permissions represented by the EV, the
PAE monitors the exchanges of data to validate the
access control decision parameters with each
POU. The PAE process will maintain control over the
TEK for the full extent of its use, and will ensure
destruction of the TEK upon the end of the crypto-
period. In the event of a recovery procedure, the
PAE process will control the TEK reuse after
repeating the PAA processes for the association.

2.2.2 Peer Access Approval (PAA). Peer Access
Approval is the process by which a sender/recipient
uses a particular implementation of the Access
Control model and its rules to determine if an
association should be established.

Figure 2 is a top level diagram of the PAA
process. The PAA is divided into four basic tier
processes or decision making steps: global/
partition, national RBAC (Rule-Based Access Control),
local RBAC, and local IBAC (Identity-Based Access
Control or "need to know" access control). The
PAA tier processes are independent of each other
and decisions to allow or disallow the association
are determined and summed (logical AND) for the final
PAA decision. ’

The PAA tier processes evaluate the elements of
both peers' identity and access attributes (as
presented in the FIREFLY certificate) against the
local authority's security policy requirements.

The PAA process also permits a security option
negotiation prior to establishing an EV for an
association. This negotiation could be between
peer entities or through a third party. Figure 3
introduces the PAA process relative to the FIREFLY
exchange and generation of the EV.

There is no predetermined order for evaluating
the lower three tiers of the process. In fact,
each is independent and can occur first or be omitted
if security policy dictates. Tier one information
is required for interpretation of some tier two
and three data. The format of the data, for each
tier, contained in the FIREFLY certificate will be
specified. How the data is used or interpreted is
left to the local authorities and their specified
security policy.
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The PAA process commences with the FIREFLY
exchange and ends with an access control decision to
either allow the association (with the appropriate EV)
or disallow the association. The resultant EV on
each end is used to filter data (PAE) on a per
Protocol Data Unit (PDU) basis. The results at
either end could be different based upon the
security policy of the local end.. A simple example
is one where one end employs L-RBAC while the other
does not. In this case the resulting EVs may be
dissimilar.

2.2.3 Access Control Model and Rules. Befare the
rules of the model are invoked (PAA) preliminary
originator checks must be made in the context of

PAE. For E-Mail first there is a check to see if
the intended recipient has posted public information.
In this case the PAA process (application of the
rules) begins once the sender has retrieved the
recipient's public data. In other cases a connection
is established with the intended recipient in order
to transfer FIREFLY certificates and start the PAA
process. The preliminary originator checks, in
non-E-Mail cases, begin when a PDU is recognized

by the SONS component.- As an example, a check

is made to see if an EV exists between this host

pair (select key against destination address plus

PAE rules). Other checks include some universal,
Type I or Type Il and Compromise Key List (CKL)
inspection. :

[f it has been determined that a new key is
needed for an allowable host pair the PAA process
must then be initiated. Again for E-Mail the PAA
process scenario is somewhat different. The sender
will perform the PAA process first and the recipient
will not be involved until he/she receives their mail.

The model is valid for ISO Layer 2, Layer 3/4
boundary, and Layer 7 (E-Mail), in addition to
being appropriate in both the Type I and Type II
worlds. An important point regarding the model is
that it is not intended to dictate order. There
are disjoint administrations which control the access
information for their own domain. When entities
wish to talk across these administrations they need
to do so in accordance with some defined IBAC
procedure.

2.3 INDIVIDUAL TIER DESCRIPTIONS

There are four tiers to the Access Control
Model. They are briefly described in the sections
which follow.

2.3.1 Global/Partition. At tier one, SDNS access
control defines a mechanism which divides the
population into disjoint partitions. Any SONS
device with an "active" partition cannot talk to
any SONS device with a "different" active partition
number. A person/host can be a member of only one
global partition per each individual FIREFLY
certificate.

Once the association has been determined to
have the same universal, a check at this tier will
need to be made against the intersection of active
partition "numbers". The results are recorded in
the EV along with an approval for the association
from this tier. If the partition numbers do not
have a match then the process is aborted.

2.3.2 National Rule Based Access Contral N-RBAC).
SDNS tier two access control is ependent upon the
Global/Partition specified at tier one and is
uniquely defined for that given partition.
Mechanisms for separating information at this

tier may or may not be hierarchical. An example
of a hierarchical structure at this tier is the
DoD mandatory security policy of Top Secret,
Secret, Confidential, etc. Along with each of the
partitions is a supporting. national RBAC interconnect
rule structure. (For example, permission to
communicate may depend merely on the existence of a
non-null intersection between the two peers.)
Within a partition is a single interpretation of
the national policy. Application of tier two for
the Type II world is left open for further study.

The national RBAC evaluation for the hierarchi-
cal levels and/or the non-hierarchical categories
results in the recording of the intersection in
the EV for use in the PAE process. If a peer
chooses not to enforce N-RBAC then a "don't care" is
indicated by nulling out all N-RBAC fields in that
peer entity's FIREFLY certificate. If a peer
chooses to enforce N-RBAC and the intersection is
null then communication is prohibited.

2.3.3 Local Rule Based Access Control (L-RBAC).
SONS tier three Access Control supports a mechanism
to allow communities within a partition to enforce
local rule-based security policies, in addition

to a National RBAC. Local authorities establish
the policy for the use and interpretation of

local RBAC.

Compartments partition those accessing data at
the local-RBAC level. These compartments may be
combined with the nationally defined hierarchical
security levels to determine access. As in all
cases where a particular tier of the model is
implemented, there must be a non-null intersection
of Tocal-RBAC compartments and appropriate security
levels. If the intersection is null then the
association is disallowed.

Should an intersection between peer entities
exist then the information is placed in the EV for
enforcement during PAE. The per-PDU information
(security label) is then compared with the infor-
mation in the EV.

2.3.3.1 Labeling. Since compartments (L-RBAC) as
well as categories (N-RBAC) could apply across all
hierarchical levels a potential ambiguity exists
representing this information directly in the
FIREFLY certificate. If more than one hierarchical
bit is turned on it is not known whether all or
some of the compartments pertain to each level.
For example, Secret AB with just Top Secret is a
possibility but, what could have been meant is
Secret A and Top Secret B. We are currently
working on understanding and documenting the
labeling system in use today. Simultaneously

we are trying to devise a way of representing

this information in the certificate and EV
without any ambiguity.

2.3.4 Local Identity Based Access Control. Tier
four of SONS Access Control allows a local
authority to specify identity based controls.

The FIREFLY certificate is the only source of
information for SDNS IBAC decisions. Some
communities may want more [BAC information than
is contained in the certificate. If this is the
case, there are at least two additional methods
of data exchange. The first approach requires




going to a third party in realtime by one or both of
the parties in the association. An example of this
is using a database external to the SONS component
to determine whether the SDNS association should be
allowed. The second approach is to negotiate the
[BAC between the parties making the association.
This approach recognizes that it may be necessary

to base access control decisions on information not
available within the FIREFLY certificdte and, as
such, may not have the same level of integrity.

3. LAYER 3/4

3.1 INTRODUCTION .

At the network layer, hosts (which may, as a
special case, be gateways to other networks rather
than endpoints for traffic) are the peers between
which SDNS access control services are applied;
in other words, the subjects and objects distinguished
with regard to differing access rights are hosts,
not processes or individual users within hosts.

The information contained in the version of FIREFLY ID
defined to identify a host is appropriate as an

input to this granularity of access control decision,
along with layer 3 per-POU message header information
and control data structures (access control tables).
Subsequent subsections will define the fields within
a host FIREFLY ID, and specify relevant Layer 3
per-°P0U information. Once these prerequisites are
defined, the final subsections will discuss how

SONS components implement administration-imposed
rule-based and identity-based access control as
functions of these inputs. .

3.2 ACCESS CONTROL GRANULARITY FOR LAYER 3/4

3.2.1° Secure Protocol 4 (5P4). SP& provides
communication between Transport Service Access

Points (TSAPs); however, the protocol group has

stated that they believe that the access control
decisions would be the same in Layer 4 as in Layer 3--
they would just be performed on different objects.

SP4 is a propased addendum to the connection
and connectionless IS0 Transport Protocols, DIS8073
and DIS8602. As an addendum, SP4 is not an integral
part of ISO TP, but is an optional extension that
provides security services. The SP4 addendum
proposes a new TPOU, called Security Encapsulation
or SE-TPDU, that encapsulates all other TPOUs
subsequent to protocol processing functions. The
SE-TPOU conforms to the structure of TPDUs specified
in ISO TP DIS8073. The heading of the SE-TPDU
includes a variable length label field that can
be used for Access Control decisions.

3.2.2 Secure Protocol 3 (SP3). The SP3 proposal
provides authentication of NSAPs instead of TSAPs.
SP3 supports both RBAC and IBAC decisions. SP3

is not expected to have an impact on the surrounding
protacols, so limitations of the labeling by the
other protocols is not a factor. SP3 provides a
security label that is independent of the underlying
network protocol. The TPOU security label may be
mapped into the SP3 security label if access is
authorized.

3.3 ID FIELD: DEFINITION AND USAGE
The FIREFLY ID MUST provide the following
information:
0 The security levels and fields to support
the model in Section 2 of this document.

o Environmental and certification information
for RBAC (if enforced).

o A unique identity for authentication.

3.4 PER-PDU INFORMATION: DEFINITION AND USAGE
Each SP3 and SP4 PDU includes a security label
field and information that identifies the
cryptographic association. An integrity mechanism
protects all the Access Control information. The
label is used to enforce a check of the security
level of the data against the security range
of the cryptographic association.

3.5 RULE BASED ACCESS CONTROL

When National RBAC 1s enforced, the intersection
of the allowable security levels for non-hierarchical
compartments for the connection must not be null.
For L-RBAC there must be a release category in
common between the two peer entities (if release
categories are used).

The following rules must be followed to allow
connection of hosts with different levels of
certification and different classes of users and
to prevent the cascading problem.

0 Hosts can be interconnected as long as the
environment of the host with the highest
level of trust is maintained. (It is
a superset of the other host's level of
trust.)

o If the two hosts are not accredited at
at the same level, the higher level
host must treat all data transmitted
as the highest level of data that the
lower level host can contain, or associate
a level of trust with each: packet of
data. Note that this requires a trusted
guard (probably human) to verify and
perform the write-down back to the
correct level.

3.6 [IDENTITY BASED ACCESS CONTROL (IBAC)

Access Control consists of two distinct
steps: 1) authentication, and 2) authorization.
The FIREFLY ID and the PAA protocol provide
authentication. The PAE ensures that the
authentication is maintained for the entire
association. The Source Address/Destination
Address in the Protocol Data Unit (PDU) and the
cryptographic separation provided by the algorithms
are sufficient to maintain authentication at this
level. Authorization can be done in many different
ways in SONS. Once the identity is provided by
the PAA exchange, this identity can be used to
grant rights or privileges to the host. All
rights granted at this stage must be subject to the
constraints of the RBAC or National Policies as
mentioned.

4. LAYER 7 ELECTRONIC MAIL

4,1 INTRODUCTION

As a result of the overall scope of SDNS Phase I,
the Access Control issues and mechanisms discussed
in this section relate to electronic mail and are
not necessarily applicable to protection of other
application layer services (e.g., FTAM). Different
application layer services may require different
Access Control services and mechanisms. In
particular, the store and forward delivery character-
istic of electronic mail introduces a number of
special issues which do not apply to an environment
in which peer entities communicate directly in real-
time. On the other hand, certain characteristics and
issues discussed here are likely to be relevant to
other application layer SONS services addressed in
the future: the placement of application layer
peers at the top of the layered protocol hierarchy




virtually dictates that application layer SDNS
functions will be integrated within a host computer
or within a peripheral associated with a host
computer, not in a device interposed on the
computer's network interface connection. [n order
to support application layer SONS functions, users
must rely on processing performed within hosts.

The access control services discussed here are
relevant only to the protection of electronic mail
traffic between user entities. They are not
applicable to the protection of control traffic
passed between the internal application layer peer
entities which exchange control traffic among SDNS
components, or to the control traffic passed between
SDNS component internal application layer entities
and the Key Management System (KMS). Moreover,
they are not applicable to control of access from
an originator SONS component to an intermediate
black network component such as a mail or directory
server. Since such controls would not involve
peer SDNS components at both ends of a path, they
are outside the SDNS purview.

4.2 ACCESS CONTROL AND ELECTRONIC MAIL .

At the application layer, the peers between
which SDNS access control services are applied are
User Agent (UA) processes, corresponding to
individual users, within end system hosts. SDNS
functions will be integrated within the UAs, which
are instantiated to support identified individual
users. It is reasonable and consistent, therefore,

to provide security services at per-user granularity.

The information contained in the version of FIREFLY
ID defined to identify a user/entity within a host
is appropriate as an input to this granularity of
access control decision, along with Layer 7 per-PDU
message header information and control data |
structures (access control tables, possibly !
supported by servers). A subsequent subsection will
specify relevant Layer 7 per-PDU information, and
will discuss how control data structures are used.
In composition, these mechanisms allow SDNS
components to implement administration-imposed
rule-based access control (RBAC) and identity-based
access control (IBAC).

4.2.1 Types of Access Control Policies. Identity-
based, administration-imposed E-Mail access controls
incorporated in application layers SONS modules can
constrain mail dataflows in accordance with
locally-defined policies (e.g., "who is user A
allowed to send mail to?") Rule-based policies can
also be appropriate at the E-Mail application layer.
In a multi-level host with appropriate inter-user
segregation mechanisms, the differing access

rights of users with different clearances (as
defined by the users' FIREFLY IDs) can be distin-
guished by application layer SDNS modules. A
particular SDNS instantiation may perform neither,
either, or both types of controls; where identity-
based and rule-based controls are active, both

sets of checks must succeed before access is granted.

4.2.2 Impact of Store-and-Forward Delivery. The
store-and-forward delivery mode characteristic of
E-Mail is incompatible with access control
mechanisms which depend on a second exchange
after the initial peer-peer exchange of FIREFLY
quantities. (When network or transport layer

SDNS services are employed in addition to application

layer E-Mail servicas, post-FIREFLY exchanges may
occur between the lower layer peers protecting
segments of the store-and-forward path supporting
E-Mail transfer, but this is independent of thke
application layer mechanisms discussed in this

section.) Originator and recipient UAs do not, in
general, communicate in realtime; as a result, the
information contained in a recipient's certificate
(as posted on a server or bulletin board system) must
be sufficient to allow an originator to perform any
desired access control checks.

4.3 ID FIELD: DEFINITION AND USAGE

It is appropriate to consider the means by
which users are identified within X.400 mail, as
identifying fields in X.400 message headings must
be associated with FIREFLY ID fields. X.420 notes
that E-Mail users may be identified in two ways:
with an Originator/Recipient (0/R) name (a construct
formally defined in X.411) or with a free-form
name; for universal applicability in SDNS, use
of the O/R name is assumed. Three variant forms
of 0/R names are defined, but the latter two are
intended for special purposes (support for X.121
addressing or Telex interoperability), and the
first variant is clearly the appropriate choice for
consideration by SDNS.

For SONS purposes, it is proposed that a
user's ID as represented in a certificate contain
the following 0/R name components: Country Name,
Administration Domain Name, Organization Name,
Organizational Unit Names (this component may be
null if Organizational Unit Names are not used
within the particular QOrganization), and Personal
Name. Note that this identifies a user in terms
of organizational affiliation, not mailbox address,
and hence does not preclude user mobility.

4.4 PER-PDU INFORMATION: DEFINITION AND USAGE

The value of the CCITT-specified Sensitivity
Indication heading field is restricted to one of
three possibilities (Personal, Private, and
Company Confidential). This set of options
does not carrespond appropriately to the hierarchic
levels enforced by SONS RBAC in a Type I environment.
Therefore the SDNS proposed changes to X.420 include
an additional security label field.

4.5 RULE BASED ACCESS CONTROL

4.5.1 Inter-User RBAC [ssues. On initial consider-
ation, RBAC enforcement for E-Mail appears simpler
than RBAC enforcement for host-level peers at the
network or transport layers, since no interconnect
rules are needed to constrain communications between
pairs of human users. Each user is "trusted" to
process and correctly segregate information at any
level up to and including his/her highest clearance.
The absence of interconnect rules between human
users does not imply that no RBAC mecnhanisms are
appropriate. While it is legitimate for a TS-
cleared user to send a message to a Secret-cleared
user, such a message should not contain any
information designated with sensitivity higher than
Secret. A sending SDNS UA can collect clearance
information from certificates of a message's
designated recipients, can compute the intersection
with the sender's privileges, and can display

that information to a sending user. (Note, however,
if implemented this way, this function requires

that recipient's certificates be cached or collected
in realtime.)

Further, the UA can verify the relation between

the level provided in the certificate and the

level at which the UA process is executing. For
example, a single-level UA running at the TS level
should not transmit mail to a recipient whose
certificate indicates Secret or lower clearance,
although a multi-level UA spanning the TS and
Secret levels could transmit Secret mail to such




a recipient. [f SONS uses X.420 message body part
definitions incorporating security labeling
provisions, SONS E-Mail components can check this
intra-PDU information against the clearances of

intended recipient as indicated in their certificates.

4.6 [IDENTITY BASED ACCESS CONTROL

E-MaiT IBAC determinations wjll be based on a
process involving X.400 0/R names and certificate
ID fields identifying users. Orange Book require-
ments for individual accountability (imposed at C2
levels and above) underscore the need for user
identification at the granularity of named
users or groups of named users.

User identification quantities can be checked
against data structures constraining the set of
users to whom a given user is authorized to send
secure mail. [t would be convenient for IBAC
checking purposes if the 0/R name format is used
for user identification within certificates as
well; if the formats are different, an endpoint UA
must be able to translate between 0/R name format and
the form used in certificates. An originator
must be able to select an appropriate recipient
certificate based on the recipient 0/R name in an
outbound message, and a recipient must be able to
select an appropriate originator certificate based
on the originator 0/R name in an inbound message.

As O/R names are hierarchically qualified, it
seems useful to provide analogous hierarchic qualifi-
cation for IBAC features. For example, it could be
appropriate to grant a particular user the right to
send mail to anyone in organization A (without
needing to exhaustively enumerate all members of
organization A), as well as to user C (and user C
alone) within organization B.

5. LAYER 2

5.1 [INTRODUCTION

The SONS access control provides for automatic
PAA which authorizes the association and therefore
communications between peers to exist. The SDNS
also provides for PAE while the connection exists.
SONS security services at 0SI Layer 2 can employ
these procedures to allow unattended information
processing equipment to establish a communications
channel and communicate according to locally
accredited security policies.

The data link layer uses the raw transmission
facilities provided by the physical layer and
transforms it into a communications circuit that
appears to be error free to the layers above.

Layer 2 functions include error detection, error
correction, retransmission and flow control. The
data link layer may offer several different classes
or qualities of service to the network layer
depending on different performance and cost
parameters.

5.2 ACCESS CONTROL SERVICES AT LAYER 2

The SDNS provides a wide variety of security
services, at Layer 2 the SONS can provide access
control, authentication and confidentiality to the
entities represented by the PLSDU. Therefore, a
Layer 2 SDNS security component can deliver security
services to data communications equipment at a
level of granularity associated to the PLSOU.
The data link layer is highly dependent on the media
or physical layer, requiring differing PLSDU coding
techniques and frame definitions in order to provide
the Layer 2 services mentioned above. Therefore,
the confidentiality services and implementaticns

provided by the SONS security component must vary
with the differing medias being serviced. I[n
addition, the SONS defines the protocols necessary
to support the higher layers in order to perform the
PAA process; however, the Layer 2 protocols myst

be media dependent and in many cases remain outside
the SONS standard.

5.2.1 Layer 2 PAA. The Peer Access Approval process
binds the peers at each end of the data link with

Enforcement Vectors (EV) which contain the allow-
able range of security attributes and identities
with which each peer is allowed to communicate. The
PAA also binds the TEK and the maximum allowable
association lifetime into the EV. The PAA
process is similar toPAA process at higher 0SI
layers with differences associated predominantly
with what the peer entities represent. The Layer 2
PAA uses the following tier processes:

o Global/Partition

o National RBAC

o Local RBAC

o Local IBAC

As with access control security policies at
other layers, the local administrations use the
SDNS security mechanisms to define the policy for
secure information transfer at Layer 2 as well.

The PAA process results in an EV that contains
the following SDNS security attributes and
identities for Layer 2.

o Global/Partition identifier

o Local Authority Name

o Compartment or Levels

o [BAC (Address or Name)

5.2.2 Layer 2 PAE. The Peer Access Enforcement is
limited to the level of granularity determined by
the PLSOU and will not monitor security labels
at this layer. However, the PAE process must
control the following functions within the security
component:

o Valid EV
TEK Selection
Cryptographic Resync
Cryptographic Integrity
TEK Timeout
EV Destruction
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The security component for a Layer 2 device
normally allows a single data Tink to exist and
therefore a single association to exist for
the PAE process to maintain. However, this
restriction is unnecessary and a single SDNS
security component could support 1link layer
multiplexing. :




